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THE DEVELOPMENT TEAM AT A MAJOR
cable company missed some major use cases
when testing the software in its set-top boxes.  

For two weeks in September, I visited
the lovely Pacific-coast state
of Washington. And during
that time had the occasion to
use numerous applications,
including that of my portable
GPS device, the high-tech
toaster in the rental house
and the cable box.  

Yes, I admit it—I watched
some TV. And it wasn’t long
before I discovered several
serious flaws in the navigation
software used in the set-top
box provided by Comcast. The
box didn’t crash or start charging my credit
card, but it was at times annoying. I would
classify the flaw as a dead-end; a place where
navigation led the user (via
the handheld remote control)
from which there was no
escape except to start over.  

The bug seemed to be
confined to the navigation
through selections for on-
demand programming. For
example, let’s say I selected
to watch a movie, from a list
that also included TV shows
and music videos. From the
next list—of genres—I then
chose to see a comedy. After
the list of comedies was dis-
played, I decided I wanted an
action movie instead. But
there was no back button; the
only way out was to cancel
and start all over. I had found
a UI dead-end!  

My guess is that devel-
opers and testers assumed
that every trip down the on-
demand tree would lead to the selection of a
program. They never thought of a use case in
which someone would change their mind. It

was curious, because other areas of the inter-
face did offer the option of going back. For
example, when viewing the description and
details of a program, icons are available to

view that program (an eyeball)
or go back (a curved arrow) to
the program listings grid.  

Contrast that with the set-
top box interface offered by
DIRECTV, which as of Sept-
ember 12 became my television
service provider. I didn’t know
this until after I signed up, but its
software and its interface is
superior. It’s intuitive, logical and
concise—it was designed with
the user more in mind.  

Here’s just one example,
and it’s hard to believe more set-top box
designers haven’t thought of this use case.
One of the features I’ve heard is somewhat

unusual among such servic-
es is the ability to customize
the program guide to
include only channels that
you’re able to get. What’s
more, DIRECTV also lets
you further customize the
guide to include only the
channels you would ever
want to watch. For me, that
eliminates about 300 chan-
nels right off the bat. They
don’t appear in the guide
and they don’t come up
when I surf, either of which
would result in a “false
choice” if selected. 

I could go on, but I think
you get the point. When
performing your UI and
acceptance testing, it’s crit-
ical to put yourself in the
shoes of the user, and not
simply test features that

you already know about. If so, then you’re
simply repeating your function tests, which
a script can do better. !
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out of the box
SpringSource Sprouts a Cloud Foundry
SpringSource has introduced Cloud Foundry, a self-service,
pay-as-you-go, public cloud deployment platform for Java
Web applications. The tool is designed to help developers
deploy and manage Spring, Grails and Java applications within
a public cloud environment. 
tinyurl.com/CloudFoundry

Embed With Windows 7 
Microsoft released the Windows 7-based Windows
Embedded Standard 2011 (formerly code-named
“Quebec”) Community Technology Preview to OEMs and
developers of specialized devices worldwide. The release is
a componentized form of Windows 7 that OEMs can use in
products for industrial automation, entertainment, and con-
sumer electronics.
tinyurl.com/embedWindows7

Parasoft Seeks Harmony with Concerto
Parasoft released Concerto, a product designed to inte-
grate and facilitate the software development lifecycle
through end-to-end process visibility and control. It con-
nects distributed components such as requirements, defect
tracking, and source control management to facilitate natu-
ral human workflow.
tinyurl.com/ParasoftConcerto

Cover Your Assets with FVP
Arbour Group announced a Financial Verification Package
(FVP) that checks for the presence of controls for effective
corporate financial governance. FVP consists of a planning
template, control process definitions and specifications, and
test scripts. A reporting capability summarizes the scope of
testing and identifies remedial actions.
tinyurl.com/ArbourFVP

Original Marketing With AppLabs
Original Software and AppLabs entered a marketing agree-
ment under which AppLabs will market Original’s quality man-
agement suite and Original will position AppLabs’ QA and
third-party validation services into its own customer base.
tinyurl.com/OriginalRelease
tinyurl.com/AppLabsRelease

Check the Vector, Tasking
Vector Software announced support for Tasking C166 compil-
er on Infineon chips. Previous versions of VectorCAST sup-
ported the Tasking compiler on 56k chips; the new release
supports several chips based on the C166 architecture,
including the C167, XC2287 and XC2364.
tinyurl.com/VectorTasking (pdf)

LDRA Now Likes Rose
LDRA integrated its tool suite with IBM Rational’s Rose
RealTime model-driven development environment. This inte-
gration introduces LDRA’s code quality analysis and code
coverage techniques into the domain of model-driven devel-
opment using Unified Modeling Language.
tinyurl.com/LDRARose (pdf)

VMLogix Manages EC2 
VMLogix announced availability of LabManager Cloud Edition.
The product supports software teams running virtual labs with-
in the Amazon Elastic Compute Cloud (EC2) public cloud, and
offers a pay-as-you-go enterprise-class virtual lab solution.
tinyurl.com/VMLogixEC2

Microsoft Tool Says if Logo’s a No-Go
Microsoft released beta 2 of the Windows 7 Software Logo
Toolkit, an automated tool to validate the compliance of
applications with Windows 7 Software Logo requirements.
tinyurl.com/MSLogoTool

Easing Parallel, Wireless Sensor Jobs
National Instruments LabVIEW 2009 eases development of
parallel hardware architectures, according to the company,
and new virtualization technology leverages multicore sys-
tems with compiler improvements and enhancements in
field-programmable gate array (FPGA) design. It also sup-
ports deployment of code to wireless sensor networks and
WLAN, WiMAX, GPS and MIMO standards.
tinyurl.com/labview2009

Monitis Installs a SOAP Dispenser
Monitis has made its cloud-based SOAP testing service
available for on-demand Web services and application load
testing. This update to its WebLoadTester testing suite is
intended for SOA applications, and now simulates heavy
traffic in real time, allowing webmasters to determine how
performance and integration can be optimized. 
tinyurl.com/webloadtester

Gomez Fluffs Out Cloud-based Tool
Gomez has enhanced its Web-based load testing, perform-
ance management and Web cross-browser testing solu-
tions, with the ability to test rich Internet application trans-
actions. A new diagnostics dashboard is designed to ease
discovery of performance-issue root causes. It also
expands its family of multi-browser testing agents and
increased its high-volume, cloud-generated load capability. 
tinyurl.com/gomezSaaS

Send product announcements to news@stpcollaborative.com

OCTOBER 2009 www.stpcollaborative.com • 7

Compiled by Joel Shore



TOM DEMARCO, AUTHOR OF
"Controlling Software Projects: Manage-
ment, Measurement, and Estimation,"
(Yourdon Press, 1982), who’s also the
person responsible for the
phrase "You can't control
what you can't measure,"
wrote a remarkable article
for the IEEE Software pub-
lication in July of this year.
In it he claims that the
goals of software engi-
neering are not relevant
for today's software devel-
opment environments,
and that they have never
been relevant to software
development for the entire
40 year history of software engineering.

We welcome DeMarco's statement,
and have long suspected that software
engineering was, if not irrelevant, certainly
a wildly incomplete and inaccurate
approach to creating software. So it
stands to reason that systems designed
to make the handling of physical objects
(bridges, cars) efficient would map poorly
to software, where we manipulate only
algorithms and concepts. If we are free to
discount software engineering, we can
open to the door to more radical and
experimental approaches to describe the
work of creating software.

Chris has been saying for some time
that software development, done in a cer-
tain style by a certain kind of highly skilled
team, is in fact a form of artistic perform-
ance, like music or theater. Matt views the
art more broadly, likening development as
a creative endeavor to activities such as
writing and mathematics. 

This month, we define a set of words
from the performing arts as they might
apply to a software development project.
You may not agree with their applicability,

but we hope that you’ll be intrigued.

Repertoire
Everything we could potentially include in

the release. Similar to a
project backlog, a reper-
toire demands more analy-
sis and introspection from
the team than a backlog
usually receives. "I don't
think we can add "Giant
Steps" to the repertoire
unless we improve our
playing a lot."

Set List
The list of features we’re
working on in preparation

for the next performance. Essentially the
same as the story cards in play for an iter-
ation, a set list implies a certain order and
a certain harmony or theme for all the fea-
tures being developed. If you prefer a
more disciplined description, consider a
scene list, as a theatrical performance
would have.

Performance
Release to production. This is where the
audience gets to appreciate the talent and
skill of the performers by experiencing the
software. Again, we think artistic software
development must conform to a certain
style, and performance is a key element of
that style. It is crucially important for an
artistic software team to commit them-
selves to releasing a high quality set list at
a particular time, over and over, without
missing the dates and always with very
high quality. Consider a concert tour or
the run of a play. Probably the most pure
example of software performance would
be Software as a Service (SaaS) applica-
tions, where the audience is always live
and is always committed to the product.
Regression bugs or broken features in
SaaS applications are not acceptable if
we are to keep our audience.

Audience
Software development has always strug-

gled to define exactly what a "user" is.
Instead, we should treat our users as an
audience. We have had audiences for
thousands of years; we know what they
are and how they behave. They are the
people who pay us to attend our perform-
ance. It is our job to make them want to
attend our performances over and over
and over.

Instruments
The tools we use to perform our work.
Some instruments demand specialized
knowledge and skill to operate. Some
instruments are shared. For instance,
everyone who gets a degree in music is
required to be proficient on piano. Every
member of the team needs to be profi-
cient with the source control system. "I
wish we had a better instrument for
automating our UI tests."

Rehearsal
The activity leading up to performance,
including analysis, spiking, coding, testing,
packaging, documentation and so on. We
rehearse in order to put on a successful
performance. "Our early rehearsals were
pretty rough, but it all came together once
we figured out what order the set list
should be in for the performance." The
word "rehearsal" is particularly nice
because it reminds us that the work is only
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important when it is performed. As Steve
Jobs famously says, "Real artists ship." 

Pace
Rehearsals, performances and features
themselves tend to have a natural, con-
sistent pace. We know how many fea-
tures we need to have to put on a good
performance, we know not to overload
our audience with too many features at a
time, and we know how long it takes to
create any particular feature. Increasing
the pace for any of these elements runs a
risk of annoying the audience. Just as in a
musical performance, increasing the pace
of software development can reduce the
quality of the performance.

Aesthetics
Ultimately all of our judgments about qual-
ity, whether of art or software, are aes-
thetic judgments. We measure code cov-
erage not because code coverage is an
intrinsic quality of good software, but
because we appreciate the value of code
coverage in an aesthetic sense. It pleases

us to have a high amount of code cover-
age because we judge software with a
high percentage of code coverage to be
good. If we acknowledge that evaluating
the quality of our work is essentially an
aesthetic act, we are free to bring to bear
tools from psychology, philosophy, literary
criticism, etc. in our effort to do excellent
work. Again quoting comments from
Jobs, this time with an opinion about
Microsoft: "They have no taste."

Chops
The original sense of the term referred to
the lips of horn players, as in “to lick one's
chops.” Over time the notion of chops
has come to mean a high degree of tech-
nical skill, experience and discipline on
one's instrument, even if one plays a non
wind instrument such as guitar or piano.
"We should bring in Jon on this, he has
the performance testing chops we need."

Crew
It is worth noting that in rehearsal, the
whole team moves forward together. But

the audience tends to see only the per-
formers on the stage. Linus Torvalds and
Guido Van Rossum are the ones in the
spotlight, but their success depended on
an army of testers, developers, critics and
so on. The people running the sound and
the lights are as creative and expert as the
people under the spotlights.

We group music, drama, and dance
together and call them "performing arts"
because the process by which they are
executed, and the language used to
describe that process are similar for each.
If we can use the language of the per-
forming arts to describe accurately the
process of software development, it
seems likely that software development
bears a close relation to the performing
arts. Human beings have been performing
for thousands of years, and we have
sophisticated tools and concepts that
ecause of our institutional bias for engi-
neering concepts no one has ever thought
to bring to bear on software development.
We’re excited at the proposition of bring-
ing it about. !
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RANDY HAYES IS CO-FOUNDER
and CEO of Capacity Calibration, a
software company that specializes in
cloud-based Web load testing. 

Incorporated in 2008, Capacity
Calibration develops and markets test
automation solutions for medium and
large companies. Its flagship product is
CapCal, a Web perform-
ance testing tool intend-
ed to help reduce the
effort of script creation
and maintenance. CapCal
is designed for develop-
ers, QA and IT teams and
integrates with functional
testing tools.

Regular readers of
Software Test & Perf-
ormance might recog-
nize the name of Randy’s
sister Linda Hayes,
who’s a frequent contrib-
utor to the magazine. Their career
paths have crossed on multiple occa-
sions. 

Andrew Muns: Let’s start by talk-
ing about your background. How did
you get involved in the software test-
ing industry? 

Randy Hayes:  Well, I am from
Albuquerque, New Mexico, and during
the [19]70’s there were some exciting
things happening there. 

One of them was a little company
called MITS [Micro Instrumentation
and Telemetry Systems] which had a
computer called the Altair and a pair of
guys named Bill Gates and Paul Allan
were living there at the time and work-
ing with this company.

It was shortly after they left and
moved to Seattle that I got a job at
MITS writing diagnostic test programs.
That was my beginning in testing. 

I began as an entrepreneur in
1985 when my sister [Worksoft CTO]
Linda [Hayes] and I started a company

called Autotester, which introduced the
first automated testing tool for the PC.

At the time,
I assume there
were automat-
ed testing tools
for mainframe
environments? 

Yes, there were, but
they were all script-
based, nothing like what
we had. We used a tape
recorder analogy so you
record “tapes” instead
of programming. 

People without any
programming experience could build
them all day long, it
was great. But we
raised a lot of venture
capital to fund that
company and they
had the majority inter-
est. At some point
we had a falling out
with them so we
chose to move on. In
the subsequent years
it finally tanked, I’m
sorry to say. 

So you learned
about venture capi-
tal the hard way I
guess. 

Yes indeed,
although it doesn’t
always go that way.
After I left Autotester,
I joined Linda and a
couple of others to do a project for
Fidelity Investments in Boston that

evolved into a company called Worksoft,
which is now focused in the SAP market
and doing quite well. 

Finally, CapCal was
started [as Distributed
Computing] in March of
2000, when I raised a cou-
ple of million dollars, hired a
team of really good develop-
ers and spent almost two
years creating the first ver-
sion of it.

What was it that led
you to the business idea
behind CapCal? 

I was hired as a consult-
ant by a dotcom company to evaluate
load testing tools and tell them which
one they should buy. I evaluated all of
them and came back to say I wouldn’t
buy any of them. That was a bad idea
from a consulting point of view. 

What was lacking in the tools
that you evaluated at the time that

led you to believe
that you could do a
better job?

Well, the Inte-
rnet. Period. These
tools were all de-
signed for client-
server. They were
antiques. CapCal was
designed from the
ground up for the
Internet, to be dis-
tributed and service-
oriented. And in fact,
we started it with a
program that people
could download, and
when their comput-
ers were used in a
test, we would pay
them. 

What has been
the evolution of the company? 

When we talk about performance
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testing at CapCal, we are really talking
about three different offerings. One of
them is what we call CloudBurst. This
is a service on the Amazon cloud that
offers on-demand, self-service, pay-as-
you-go load testing. 

The second are integrated perform-
ance testing services in which we capture
what functional test tools do and use
these inputs for performance testing.

Lastly, we have an agile testing
tool that conducts nightly performance
tests to allow testers to compare their
application’s per-
formance after each
iteration in the devel-
opment lab. But
CloudBurst is the
way that the majority
of the people will
purchase and use
the product. 

What has been
the biggest growth
driver so far? 

The most signifi-
cant drivers have
been small- to medi-
um-sized businesses
that need these services but have
been priced out of the market. There
are many companies that will pay for
performance testing, but it has to be in
their budget and the ability to use the
Amazon cloud puts this in the price
range of smaller shops by allowing pay-
as-you-go pricing.

How are your customers able
to simulate various types of users
interacting in different ways at dif-
ferent times?

They can record different profiles,
or sessions, and those can be mixed
and matched so you can construct a
test that has a variety of different
behaviors. 

How do you think about the
competitive landscape of this busi-
ness and how is it changing? 

There has been an onslaught of
entrants to the space and there will be
more coming, because it is such a nat-
ural use of cloud computing. What we
want to do is to bring together all
forms of test automation and make
them available as a service on the
cloud. So if someone wants to run

their functional tests in parallel, we can
do that. Nobody is quite there yet, but
I think that if you can deliver all of it as
a service on the cloud people will even-
tually rush for it. It is so easy…and a
lot cheaper. 

For load testing, the advantage
of using of the cloud seems obvi-
ous, but with regard to functional
testing, what is the primary benefit? 

Well, let’s say that you have a func-
tional regression test and let’s say it
runs for four hours. If you could run it in

10 minutes, then you just shaved off a
lot of time from your development cycle. 

Do you feel like the popularity
of agile methods makes a lot of
these tools even more important as
teams work on the basis of short
iterations?

Definitely. Performance and scala-
bility testing need to be part of that
cycle. They aren’t in most cases, but
they need to be. We have a way to do
that and we are hoping that people will
get on board with this. I think it will
happen when the tools become easy
and affordable enough. 

Do you think the efficiency of
the agile methodology itself has
increased as a result of some of the
just-in-time tools that now exist? Is
technology an enabler of agile just
like agile is to technology?

Oh wow, that is a good question.
The way I think of it is that test automa-
tion in the beginning meant getting rid
of all this mind numbing repetitive
work. We were replacing the person
and doing it much, much faster. But
now, with cloud computing, we don’t

just replace the person, we get rid of
the labs that don’t need to be taking up
space because they are just doing
things like testing. We think that peo-
ple will gravitate quickly to the cloud
for test automation of all kinds.

When people do Web load test-
ing with CapCal, do applications
typically outperform or underper-
form expectations? 

They are typically surprised that it
was not as good as they expected. 

Do you guys load test your own
site with your own
product?

Yes, we do and it
is yielding some very
interesting results.
We have come up
with a way to deploy
CapCal on the cloud
and scale automati-
cally when it needs
to. We only have one
instance running
most of the time but
when it starts to get
weighed down at all,
it spins up another

one, and so on. 
Looking ahead, what do you

think are the next big shift will be
that testers will have to adapt to? 

As people start to have test tools
that are as sophisticated as the apps
they are testing and as easy to use, very
large numbers of people who don’t cur-
rently use tools will start to do so, espe-
cially as these become more affordable.

This in itself is a sea change, so I
am not worried about what happens
after that, because it is going to take a
while for testers to catch up with tools
already being introduced. 

Where does Web load testing
stand on the spectrum from being
an essential expense to a luxury
expense? 

Determining the value of perform-
ance testing is just a matter of thinking
what would it cost per hour of downtime.
Customers should ask what this cost is
relative to the cost of the tool, and the
higher that number is, the more negli-
gent you are being if you don’t do per-
formance testing. So I encourage peo-
ple to do this math. !
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fifth that runs a separate backup flight system.
When software failure can lead to injury or death, it is

considered safety-critical. It’s present in planes, cars, med-
ical devices, spacecraft and other systems. The “Power of
Ten” coding rules were introduced in 2006 as a minimal set
of rules for writing safety-critical code in C. Unlike other rules,
the Power of Ten were specifically designed to leverage the
power of static analysis tools. They were developed at NASA’s
Jet Propulsion Laboratory (JPL), but they can be applied fruit-
fully to any safety-critical software written in C. They have
been integrated into JPL’s new institutional coding standard
for flight software. For example, all flight software written
for the upcoming Mars Science Laboratory Mission to Mars,
which is due to launch in the fall of 2011, will comply with this
new coding standard.

The rules may at first sight seem overly strict, but recall that
they are intended to guard the development of safety-critical sys-
tems. The rules can be compared to the use of seat belts in cars—
they are perhaps a little bit constraining at first, but easily justi-
fied by the reduction of the risk of death or injury that they bring.

The recent leap-year bug in the Zune 30 MP3 player is a
nice example of the violation of Power of Ten Rule 2 (see page
17), and had significant consequences . The rule requires that
all loops have a verifiable bound. This is particularly impor-

tant in embedded systems, where runaway code can be dire.
The loop that the Zune 30 used to process dates did not prop-
erly handle the 366th day of a leap year. Nor did the loop have
a failsafe limit to catch infinite execution. As a result, Zunes
were unusable on Dec. 31, 2008, the 366th day of that year.
Any Zune powered up on that day would be caught in an end-
less loop until the battery drained. While the Zune is not a safe-
ty-critical device, the same failure in an airplane or car or even
on a cell-phone (the user would be unable to call 911) would
be a different story.

Figure 1 shows a report from a static analysis tool, warning
that the loop in the Zune driver code is unbounded. The loop is
unbounded in the case where the ‘days’ variable is equal to 366.

WHY A NEW CODING GUIDELINE?
Existing coding guidelines, like those by MISRA and the Joint
Strike Fighter project, list hundreds of rules with voluminous sup-
porting documentation. While such guidelines can be admirably
comprehensive, many software teams will balk at having to learn
and apply so many rules. In practice, this means that most rules
will be ignored. A project team could decide to monitor a small
subset of the rules, but it can be difficult to determine which of
the hundreds of rules would be most effective in terms of soft-
ware quality improvements.

Another factor inhibiting adoption is a lack of generality.
Guidelines often mix well-established best practices—which
could apply to many projects—with stylistic rules (such as reg-
ulating the use of white-space) that are peculiar to a project or
company. Rules may also deal with APIs or domains that are not
broadly relevant. For example, rules about working with Windows
DLLs are not relevant to a Unix project, while rules about man-
aging page tables are irrelevant outside an OS kernel.

The Power of Ten rules were in part designed to overcome
these problems. The rules are easy to memorize and apply
when writing and reviewing code, yet they capture the essence

By Gerard J. Holzmann and Michael McDougall

I
n manned space flight, system failure tragically has led
to many deaths.  NASA’s space shuttle orbiters are con-
trolled by five on-board computers: four running identi-
cal software that constitute the primary system, and a

Gerard J. Holzmann is a fellow at the Jet Propulsion Laboratory and a Faculty
Associate in Computer Science at the California Institute of Technology.
Michael McDougall is a senior scientist at GrammaTech, which develops soft-
ware analysis tools.
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of writing code in a safety-critical con-
text. The rules do not define project-spe-
cific constraints on names or code lay-
out; nor do they refer to particular APIs
or platform-specific problems. Short,
powerful and widely applicable, the
Power of Ten rules are a great starting
point for embedded developers looking
for a core set of coding rules.

REACTION TO THE POWER OF TEN
The Power of Ten rules were first published
in IEEE’s Computer magazine in 
2006, with a brief summary posted at 
spinroot.com/p10. They have been dis-
cussed extensively on blogs and at work-
shops and tradeshows. The topic tends to
generate much enthusiasm and some con-
troversy. Frequently, the set of rules is
strongly endorsed, but almost everyone will
find one rule unworkable. Curiously, there
appears to be no consensus on which rule
should be cast from the set: Everyone will
pick a different one. This probably means
that the set is reasonably well defined. It’s
hard to reach complete agreement on any
attempt at standardization, and coding rules
are, of course, no exception.

THE RULES AT JPL
Like any software development tool, the
Power of Ten Rules needed to be tested
in the field. The initial testing was carried
out by a small JPL team developing a set
of mission-critical flight software modules.
The team used a combination of manual
reviews and automatic checking with a

prototype version of a code analysis tool
developed by GrammaTech. These early
experiments showed that it was readily
possible to develop software under the
constraints of the rules and the sched-
ule constraints of a real flight project.

The relatively effortless adoption of
the Power of Ten rules led to the cre-
ation of a new formal “JPL Institutional

Coding Standard” that combines the
Power of Ten rules with a small number
of additional rules that are more specif-
ic to the spacecraft context. The JPL
Coding Standard applies to all new flight
software development at JPL. The next
Mars rover will indeed be running soft-
ware that complies with the Power of
Ten rules. It has been a significant chal-
lenge to reach this point, because this
next rover will also run more code than
all previous missions to Mars combined
(a few million lines of C).

Many of the additional rules in the
JPL Standard constrain how tasks in a
real-time system may interact; complex
task interaction has been a source of
many spacecraft bugs, including the one
that almost led to the loss of the Mars
Pathfinder lander in 2007. In some cas-
es, the JPL Coding Standard puts addi-
tional restriction on which features of C
can be used—preprocessor features are
especially constrained. The ability to cus-
tomize the rules (by defining the limit on
function length or the minimal number of
assertions per functions of a given min-
imal size, for example) allows for quick
experimentation, which, in turn, makes
it easy to find an acceptable and enforce-
able level of thoroughness.

Similar to the CMMI standard, the
JPL Institutional Coding Standard divides
its coding rules into six separate levels of

FIG. 1: UNBOUNDED ZUNE CODE

HOW THE RULES TOOK FLIGHT AT JPL

The JPL standard was developed over a period of about four years. The initial step
was to ask all key developers for their opinion of the MISRA-C 2004 coding guide-
lines. We also asked the developers to identify what they believed to be the 10 most
important rules from that set, as well as the 10 least important rules. This revealed
considerable consensus among the developers, but, curiously, we found little or no
correlation between the set of rules that most developers considered to be the most
critical and the actual coding practices followed by those same developers in their
own software development. 

Sometimes we need help sticking to what we know is the right thing to do. Until the
Institutional Coding Standard was adopted, every project and mission defined its own
standard, always slightly differently from other projects, and always with hundreds of
rules but no verification that the code complied with those rules. JPL management
strongly supported the move toward a single unified standard with verifiable rules,
but the support that really counted was that of the software developers themselves. 

Many of the key developers were part of the process that led to the adoption of the
new coding standard, and virtually all have embraced it as a valuable tool in the effort
to increase code quality and reduce risk. What’s perhaps most unexpected is that the
new Coding Standard has evoked a sense of enthusiasm among managers and devel-
opers. For a standard that’s meant to restrict what one can do, this is perhaps the best
of all possible outcomes.



compliance. Different projects can adopt
different levels of compliance depending
on how mission-critical the project is and
the cost of bringing any legacy code into
full compliance. Highly critical code should
be compliant at level 6.

The introduction of different levels of
compliance was an important factor in get-
ting critical support at JPL (among both
management and developers) for the
adoption of the new standard. Quality
improvement is never an “all or nothing”
proposition. It’s possible to make signifi-
cant improvements with a more gradual
approach, easing the transition toward
broader improvements of the software
development process.

ENFORCING THE RULES
A coding guideline has little value if it’s
not enforced, but manually reviewing
potentially millions of lines of code to
check compliance with the rules would
be tedious, if not impossible. Automatic
tools can check compliance quickly and
thoroughly, while freeing software review-
ers to focus on higher-level design
issues. The Power of Ten rules were
designed with automatic analysis in mind.
The use of static analysis tools to check
compliance with the Power of Ten rules
is today a required part of the flight soft-
ware development process at JPL.

In order to support automatic
enforcement of the Power of Ten, JPL’s
Laboratory for Reliable Software worked
with GrammaTech, which develops and
markets analysis tools, to define the rules
precisely enough to be checked mechan-
ically. GrammaTech then developed a pro-
totype (based on the CodeSonar static
analysis tool) for checking the rules. The
extended prototype was deployed at JPL
for use by engineers coding under the
Power of Ten rules.

As expected, early use revealed
some cases where the tool’s judgment
deviated from what its users expected
(for example, flagging loops as poten-
tially unbounded when they used safe
and commonly understood idioms). But
after some revisions, the prototype
became the primary tool used to ensure
compliance with the rules. A handful of
static analysis tools can be customized
to enforce an organization’s specific cod-
ing rules, and, out of the box, many can
find common errors such as null-point-
er dereferences and buffer overflows.

JPL uses a proprietary code review-
ing tool called Scrub to track compliance
with the coding rules as an integral part

of a peer code review process. Analysis
tools perform automatic checks on every
build of flight code, and the results are col-
lated and presented to reviewers via Scrub.
JPL expects to make the Scrub tool avail-
able to the public so that others can try the
tool with their own static analysis tools.
JPL also plans to release some of the non-
commercial analysis scripts that feed
results into Scrub, so users without access
to the commercial analyzers still will be able

to check for some undesirable patterns.

EVOLUTION OF THE RULES
The public response to the Power of Ten
rules and the experience of applying the
rules to flight software development led
to some clarifications and fine-tuning of
the original rules. For example, initially
Rule 9 forbade the use of function point-
ers under any circumstances, but this
was too restrictive and provided a sig-
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TABLE 1: RULES TO THE POWER OF TEN 

1.  Restrict to simple control flow constructs. For instance, do not use goto state-
ments or setjmp or longjmp constructs, and do not use direct or indirect recursion.

2. Give all loops a fixed upper-bound. It must be possible for a checking tool to prove
statically that a preset upper-bound on the number of iterations of a loop cannot be
exceeded. If the loop-bound cannot be proven statically, the rule is considered violated.

3. Do not use dynamic memory allocation after initialization. This forbids the use of
malloc, sbrk, alloca and all variants, after thread or process initialization.

4. Limit functions to no more than N lines of text. In principle, a function shouldn’t
be longer than what can be printed on a single sheet of paper in a standard reference
format with one line per statement and one line per declaration. Typically, this means
no more than about 60 lines of code per function.

5. Use minimal N assertions for every function of more than M lines. Assertions are
used to check for anomalous conditions that should never happen in an execution.
Assertions must be side-effect free and are best defined as Boolean tests. For safe-
ty critical code, typical values for N and M are N=2 and M=20. For less critical appli-
cations, the value of M could be increased, but to be meaningful it should always be
smaller than the maximum function length. (See Rule 4.)

6. Declare data objects at the smallest possible level of scope. Data objects used
in only one file should be declared file static. Data objects used in only one function
should be declared local static.

7. Check the return value of all non-void functions, and check the validity of all func-
tion parameters. The return values of non-void functions must be checked by each call-
ing function, and the validity of parameters must be checked inside each function.

8. Limit the use of the preprocessor to file inclusion and simple macros. The C pre-
processor can exhibit surprisingly complex behavior that’s best avoided. Token pasting,
variable argument lists (ellipses) and recursive macro calls are not permitted. All macros
must expand into complete syntactic units. The use of conditional compilation directives
should be restricted to the prevention of duplicate file inclusion in header files.

9. Limit the use of pointers. Use no more than N levels of dereferencing (star opera-
tors) per expression. A strict value for N is 1, but in some cases using N=2 can be
justified. Pointer dereference operations may not be hidden in macro definitions or
inside typedef declarations. The use of function pointers should be restricted to sim-
ple cases.

10. Compile with all warnings enabled, in pedantic mode, and use one or more
modern static source code analyzers. All code must compile without warnings and
must be checked on each build with at least one (but preferably more) good static
source code analyzer. It should pass the analyses with zero warnings.



nificant hurdle in the use of legacy code.
Rule 9 has since been relaxed somewhat
to allow function pointers, as long as
they’re always tractable (by a human or
a static analyzer) to which function or
functions are actually pointed to. Rule 5
initially specified a minimum density of
two assertions per function, but this was
too severe for small procedures that had
minimal functionality, so it was general-
ized somewhat.

Discussion of the rules has evolved
as well. The Power of Ten website
(http://spinroot.com/p10) now has an
extended discussion of the intent and
precise meaning of each rule, its ration-
ale and tips for the rules’ application.
This content continues to evolve to
address comments by others and to clar-
ify the rules.

TEN IN OTHER CONTEXTS
Even though the Power of Ten rules were
designed for safety-critical software writ-
ten in C, their aim of reducing coding errors
by making source code easier to under-

stand and analyze is relevant to any proj-
ect in which software quality is important.

If your project is written in a language
other than C, many of the rules can still
be applied with minimal modification. For
example, Rule 2 (“Give all loops a fixed
upper-bound”) can be applied to virtually
all currently used programming languages.

If your project doesn’t warrant such
strict guidelines, keep the general prin-
ciples in mind. Perhaps limiting your func-
tions to 60 lines is too constraining for
your project, but the overall goal of keep-
ing functions short and easy to under-
stand should still apply. Complex point-
er manipulation may be warranted in proj-
ects that are not safety-critical, but such
projects can still benefit if they keep in
mind the spirit of Rule 9: Pointers are a
common source of confusion, so limit
levels of indirection when possible. In
general, the idea that making source
code easier to understand and analyze
will yield better software is appropriate
wherever software quality matters, even
if the greatest risk is a paper cut. !
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The Power of Ten rules were intro-
duced in ''The Power of Ten—Rules
for Developing Safety Critical Code,''
IEEE Computer, June 2006, pages 93-
95, and are discussed in more detail at
http://spinroot.com /p10/.

An overview of commercial and free
static analysis tools is available at
http://spinroot.com/static/.

The Motor Industry Software
Reliability Association (MISRA) has
coding guidelines for C and C++.
They can be purchased at http:
//www.misra.org.uk/.

The JSF coding standard for C++ 
is available at http://www.jsf.mil
/downloads/documents/JSF_AV_
C%2B%2B_Coding_Standards_Rev_C
.doc.

The JPL Institutional Coding Standard
is maintained by JPL’s Laboratory for
Reliable Software: http://eis.jpl.nasa
.gov/lars/. A copy of the coding stan-
dard is available upon request.

LEARNING MORE

FOR MORE ABOUT SOFTWARE QUALITY IN MANNED SPACE FLIGHT, join
us at STPCon 2009, where retired astronaut Colonel Mike Mullane will 
present "The Dangers of the Normalization of Deviance: A Lesson in Leadership
for the Test & QA Profession." His keynote describes how such deviance led to
the loss of the Space Shuttle Challenger. Register now! wwwwww..ssttppccoonn..ccoomm





migration is impossible, costly or error prone. 3) To reduce
risk: The current solution is known and its flaws are already
understood.

However, the desire to access data for new and dif-
ferent purposes means more demand for services from
IT. To satisfy user demand and seize on new opportuni-
ties quickly, IT adds new applications to interface with
existing systems. This often involves a process known as
extract, transform and load (ETL).

But whenever bits travel from the old system to the
new and back again, as in ETL-based systems, there
can be multiple potential points of failure. In this article, I
look at the various points in the interface process and
identify key considerations and test points. I’ve also includ-
ed some hints to make you look good and give your proj-
ect a better chance for success (always a worthy goal).

I. EXTRACTION
How’s the data?
When extracting “old” data for use in new systems, I often
come across the “ugly stuff” that’s been under the rug
and ignored. Referential integrity problems can include
multiple copies of a parent record with slight variations
in the name or other field, inactive master records with
active details or detail records with missing parents. And
just as often, those lingering problems are passed along
to members of the new system project.  

You certainly don’t want (and might not be able) to
move them to the new solution. This is a great chance
to get the house in order, and there might even be a cleans-
ing process already in place that’s forgotten or just not
being used. If not, you should create a method to clean

up those “bad” records. 
There are several data cleansing solutions available

to help. While the exact process is beyond the scope of
this article, there are some techniques that can help you
determine the severity of the problem and whether you
can build your own solution to correct it. 

How’s the accuracy?
An interface typically includes taking data from an exist-
ing system by some type of query. Once you have the
data, you need to test it from macro and micro perspec-
tives. 

Micro-—Using a single record that’s known to be
good, ask questions similar to the following:

• Are all the fields present and in the correct order?
• Are there any leading zeros, incorrect capitaliza-

tion, etc.
• Are the values in the fields correct, and are they

rounding where appropriate?
• Are special characters (if used) being extracted and

handled correctly?
Macro—With a group of records, analyze the fol-

lowing:
• Do you have the expected number of rows?
• Does a summary of given fields match the expect-

ed value?
• When variances exist, can they be tied to a spe-

cific record?
• Are there valid reasons for the variances?

II. TRANSFORMATION
Transformation occurs (or is required) when one system
uses one set of values for a specific meaning and anoth-
er system uses or stores those values differently. A good
example is in assigning a status level such as Active,

Companies often use interfaces to link new solutions or front-end interfaces to existing systems.
Some of the key benefits of doing this: 1) To minimize cost: When an existing application is
already serving a business need, the cost of adding on to increase access is lower than the cost
of rebuilding. 2) To preserve data: The business data is already on an existing system, and

Nels Hoenig is a software quality engineer with Unicon Consulting,
a software development and IT services consultancy.  

Stop The Leaks

By Nels Hoenig
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Inactive or Pending. One system might store
Active status as a string of characters while
another uses an integer value (1, 2, 3).  

If the old and new systems don’t share
the same rules and values, middleware will
be needed to perform transformations. For
transformation to function correctly, all
source and destination data must be
mapped properly in advance before begin-
ning any transformation process.  

Did all records get transformed?
You should be able to compare counts of
records submitted, processed and gener-
ated as output. If counts don’t match, the
first place to look is the “error bucket,”
which catches records that produce an error
during transformation. Also check for
merged records; sometimes multiple trans-
actional records are combined into a single
record on the generated side. 

Since it’s difficult to examine all the dif-
ferent scenarios in a detail format, you
should once again use micro and macro
analysis. If your data contains all the varia-
tions, your summary can quickly tell you if
you have a problem to investigate. 

How’s the output format?
Are the generated records in the correct
format? Do they contain the expected val-
ues? This is the same set of tests you did
at the point of extraction, but by checking
again here, you build further confidence in
the process and eliminate a common source
of defects. 

III. LOAD
At the end stage of the ETL process, we
need to ensure once again that all records
were processed, that correct data is in the
system and that any errors have been iden-
tified.  

Were all records loaded?
As in the transformation step, you know
what the input is supposed to be. But since
you might be processing transactional
records, it’s possible that you’ll need to

know the “before” value in certain fields—
such as those that hold a running total—or
the amount of expected change from one
iteration of a record to the next.  

So in this step, it’s possible that
you’ll be comparing a predicted total to
an actual total. Many systems also keep
a transaction log. If yours does, use it to
compare record counts and look for any
count mismatch between the middleware
and the log file.  

Did the data load correctly?
It’s not enough to make sure all submitted
records were processed; you also need to
ensure that the records were processed
correctly. This is another place where micro
and macro testing can really make the
process go faster. 

Does the solution meet the business
need?
I was once part of a project to build a glob-
al interface that management really loved.
But when we rolled it out after eight months,
the users were less than impressed. They
saw no value in the solution and would not
log in and use it. It was a great idea; it just
wasn’t anything people wanted to use and
it should have been killed much earlier in
the cycle. 

The question of suitability to task is
usually handled by the business analyst. But

it’s important for the development team to
make sure the question gets asked of real
business users, and as early in the process
as possible.

Data types
There are two basic types of data in play
here: base data and transaction data. Base
data includes database-style records such
as those of customers and products against
which transactions are conducted.
Transactional data are records that repre-
sent transactions performed against base
records—for example, sales figures, open
orders and overdue invoices.  

Base data usually persists for long peri-
ods of time, while transaction data is tran-
sient. The data type is important to the tester
because it determines the types of tests to
perform and the output to expect from those
tests. When testing interfaces, it’s impor-
tant to note that the same data could be
base in one system and transactional in
another. Take, for example, an interface
between your sales system and your ship-
ping company. While your sales order is
transactional to you, that same order (and
resulting shipment) is treated as a persist-
ent object that’s tracked and stored as a
deliverable by the shipper, with transactions
performed against it. In other words, that
sales order becomes part of the shipper’s
database.  

When developing your tests, consid-
er how the data is perceived in the appli-
cations being interfaced. Base data should
have only a single insert, with applied to a
given base record based on transactions.
Transactional records should be updating
some fields in the related base records, but
not creating new base records. Base trans-
actions may include transactional data but
may just be doing an insert or delete of the
base record.

Owning the data
When dealing with interfaced solutions,
there’s always the concept of master and
slave data sources. This is important, as only
one system should be considered the “mas-
ter” database—the ultimate source for key
record items. You may have multiple slave
applications, each using and processing a
set of records for a specific purpose. 

While it’s possible for a slave applica-
tion such as a Web site to create a new
customer record, the master application or
database must own the processes of check-
ing for duplicates and assigning a unique
identifier in the database used to recognize
the record, regardless of where it’s used.
Again, it’s important to understand which
system is the master, especially if you’re
tying together multiple systems or adding
a new system to an existing group of inter-
faces.

Sending back the results
When sending back transactional or new,
unique records to the master application,
many of the same tests already described
must be considered and used. In most cas-
es, the data is primarily transactional in
nature and smaller in volume.

Interface failure points
Gone are the days when your network

Hint: Transformation
issues can be found early
by using SQL to validate

all the records to 
be interfaced.

Hint: Beware of 
rounding; it can be a real

factor, particularly 
when analyzing 

transactional records.



defined your IT footprint. Software as
a Service (SaaS), cloud computing and
other factors in the marketplace now
mean the application(s) you interface
with might not be under your roof, under
your control or even in the same coun-
try as your data center. You need to plan
for and include connectivity, perform-
ance and recovery elements such as
these in your testing plan:

• Loss of the connection before
transmission

> Your interfaces are likely on
a schedule. What happens
if the schedule can’t be fol-
lowed?

• Loss of the connection during
transmission

> For any number of reasons,
the connection can be lost.
What is the process to
resend and how do you
make sure records are not
processed more than once?

• Garbled records during trans-
mission

> The Internet has safeguards,
but not addressing this issue
can be inviting a nasty sur-
prise.

• Loss of the connection after
transmission

> Your transfer is completed,
but the connection is lost
before you get acknowl-
edgement of success. Does
the system resend or can
the acknowledgment come
later?

Test your interface testing tools
No matter how good the cook or how
closely a recipe is followed, an inaccu-
rate measuring cup will yield a subpar
dish. If the tool you’re using to validate
and verify your test results is flawed, you
run the risk of leaving bugs unfound or
fixes applied incorrectly.

Existing tools
When testing interfaces, you may need
to use existing reports included in the
target and source solutions, SQL queries
to examine the data at different places
in the process and/or third-party report-
ing tools for an easy macro/micro per-
spective.  

One of the first things you should
do is test  the testing tools and reports
themselves to ensure that they’re accu-
rate. On more than one occasion, the
report I was using to validate test results

was flawed, yielding incorrect results.  
Even if you’re building new SQL

queries or reports to validate results,
test the tool before testing the data. This
testing ensures correct results from your
tool, which may include or exclude some
of the data in your sample set. It’s too

easy to write a test where the expect-
ed results include all the data in the sam-
ple set and pass the test without any
negative testing to ensure the selection
is correct.  

If you’re working with large amounts
of data, be aware that the structure of
your query can impact the time need-
ed to get the results. A poor join clause
will take a long time to run and may yield
inaccurate results. The tables you’re
using may include indexes to improve
performance, and understanding those
indexes can make a real difference in
response time. 

A secret I’ve learned is to get
advice from the developers whose code
I’m testing. They know the tables and
systems involved and will enjoy review-
ing your code for a change.  

Performance testing
Just like any other software application,
interfaces need to be tested for per-

formance. With interfaces, you’re typi-
cally moving large volumes of data
through small windows of processing
opportunity, so bottlenecks can really tie
things up.

Determine expected volume
Often in my experience, the business
need for creating the interface is clear-
ly understood, but the actual expected
data volume has never been estimated.
Your testing should include the expect-
ed volume, as well as worst-case sce-
nario volume tests.  

A project I recently worked on
included product updates being sent
to a warehouse system each night. On
occasion, it was necessary to reload the
entire product master to the warehouse.
Pre-deployment testing showed that it
took more than 30 hours to create the
master file and an additional six hours to
send it across the interface. In this case,
spotting the issue prior to going live was
a critical success factor.

Expected connection speed
If the application you’re interfacing with
is remote from your data center, your
testing should consider Internet con-
nection speed and fluctuations due to
traffic congestion. You also need to plan
for unexpected events, such as natural
disasters, media events and other occur-
rences that can sap Web performance.
Testing should include peak and off-peak
hours to measure the impact of network
latency. 

Similarly, if you’re interfacing with
an e-commerce Web site hosted off site
and your business cycle is linked to a
holiday season, it’s good to plan ahead.
Remember, Black Friday is one of the
heaviest days for Internet transaction
volume, and it can also be a heavy day
for bricks-and-mortar stores to support,
so account for that in your testing. 

When building and testing inter-
faces, it’s important to keep an eye on
all the potential trouble spots. After all,
you’re connecting two unlike entities
that might not have been intended to
communicate. Those disparate systems
are being connected via an unpre-
dictable medium, and the information
being displayed may contain years’
worth of data-entry errors. What’s more,
you’re using code that was developed
by an imperfect human being.

If you know where the weakness-
es are, you’ll know just where to look
when something goes wrong. !
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processing time and
should be avoided when

working with large 
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of the multi-core and multi-processor machines that have quick-
ly become the norm. To accomplish this, an application must be
multi-threaded. Unfortunately, threading, if not managed proper-
ly, can cause programs to slow down or to stop entirely. 

WHY USE THREADS? (THE GOOD) 
To understand a thread, it’s helpful to first understand how a
process is handled by the system. A process doesn’t share
resources with other processes running on a system and is
therefore independent. For example, a word processor and a
spreedsheet running on the same computer are two process-
es. The two processes do no share or interact with each oth-
er. Alternatively, threads within one process share that process’
memory and other resources. A thread does have its own stack
and a copy of the registers, including the program counter, and
each thread within a process executes independently of other
threads. 

On a multi-core or multi-processor machine, each thread
(or process) can run on a different processor and can there-
fore complete more work in a given amount of time. Threads
can also run on a single-processor machine, of course, but
only one thread may execute at a time. When an application
has more threads than processors, the operating system will
context-switch between the different threads to give each
thread a chance to execute. Having more threads than proces-
sors isn’t necessarily bad, and in many instances can be ben-
eficial. Furthermore, a developer often doesn’t know what class
of machine the application will be executed on, so an applica-
tion should be written to take advantage of more cores if they’re
available.

There are four main reasons why an application should be
threaded:

1. To improve application responsiveness
2. To separate disjoint tasks within an application
3. To improve application throughput
4. To improve performance via parallelism

Many related events in the world can occur asynchro-
nously; similarly, components within a software application may
also be able to execute asynchronously. For example, an inter-
active application might process keyboard or mouse input in
one thread and execute CPU-bound tasks in a second, inde-
pendent thread. Unlike legacy systems in which the keyboard
locks when a user selects a task, today’s systems allow con-
tinuous input while other tasks are processing. Threading this
type of application can be beneficial even on a single-proces-
sor machine simply because the number of context switches
(when the OS must let another thread run) will normally be low
and therefore the delays will not be noticed by the user. The
user gets the advantage of instantaneous interaction with
the GUI without compromising machine performance.

Even on single-processor machines, applications often
have disjoint tasks that are being performed. These tasks might
best be handled by individual threads. One example of sepa-
rating disjoint tasks within an application could be one that’s
processing work but also waiting on a socket to accept more
data. One thread simply listens on the socket while the other
thread performs the data processing. Another example might
be an application that’s I/O-intensive yet must process the
data that’s read. One thread could be reading data from the

disk while another is CPU-bound and is processing the data
that has been read. On multi-core machines, the CPU-bound
portion of the application could be further threaded to improve
performance.

An example of improving application throughput might be
a Web site that supports concurrent multiple users, none of
whom must wait until another user has finished; all users can
access the Website simultaneously. Each user would be exe-
cuting in a separate thread so that the work they perform does-
n’t interfere with the work of others. Again, this type of thread-
ing can be beneficial even if there are minimal cores, espe-
cially since the majority of the user’s time would be spent read-
ing the Web page that was downloaded and not executing in
the server searching for and downloading the page (i.e., while
one user is reading the page, another user could be using
the processor to download a page).

Improvements in performance via parallelism can best be
shown by looking at how to build a wooden table. 

There are four main steps to building the table:
1. Cut the table top and sand it. Assume that this takes

15 minutes.Claire Cates is principal developer and performance analyst at SAS.
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rocessors are getting faster, but not at the rate thay
had been in past years. Today, chip makers are doubling
up on processor cores, so a good way to increase the
speed of an application is to take advantage
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Threaded Apps Can Be Like The Wild West. 
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2. Turn the four legs in order to
shape and smooth them. Assume
this takes 30 minutes for all four
legs.

3. Assemble the table. Assume this
takes 10 minutes.

4. Stain the table. Assume this
takes 10 minutes.

One table will take one person 65
minutes to build. Four tables would take
this same person 260 minutes to build.
Now let’s assume we have four people
and only one set of equipment. One per-
son can run the saw and sander, one per-
son can turn the legs, one person can
assemble the table and the fourth per-
son can stain the table.  Having four peo-
ple on this project would cut the time to
140 minutes. Figure 1 shows each of the
four table-building tasks, divided into five-
minute blocks of time and with a differ-
ent color for each of the four tables. As
you can see, the four tables can be built
faster, but three of the employees are
idle for more than half the time. 

You could teach employee 1 not
only to cut and sand the table tops
but also to assemble and stain.
This would not reduce the total
time, but it would save two
salaries; therefore, it would be
less expensive to produce the
tables (see Figure 2).

Alternatively, if you had four
sets of tools and four employees,
each trained on all skills, you
would quadruple output—pro-
ducing four tables instead of one
in 65 minutes—but this would
make the tables more expensive
because you’d be paying for more
tools, training and salaries (Figure
3). 

Next, we might consider the
longest job in the system, the turning of
the legs, and see how we could speed
up this process. If we hired one more
employee capable of turning the legs,
and we bought an extra lathe, we could
cut the time for building four tables to
80 minutes while keeping most employ-

ees busy most of the time (Figure 4). 
The same reasoning can be used

with threading. Common types of pro-
gram parallelism are data parallelism,
task parallelism and pipeline parallelism.

Data parallelism refers to distrib-
uting the data being processed across
multiple threads. Each thread is per-
forming the same function, but on a dif-
ferent set of data. The final result can
be achieved when all threads process-
ing the data have completed. In the
above example, the turning of the legs
is the portion of the activity that was
data-parallelized. 

Task parallelism refers to disjoint
tasks being run on multiple threads. As

long as the one task does not depend
on the results of the other task, the two
tasks can be run concurrently. In the
example above, cutting and sanding the
tops and turning the legs can be done
at the same time. 

Pipeline parallelism comes into play

when one task has a dependency on the
output of a previous task, as in an
assembly line. Each thread is dedicated
to one particular task. Thread A starts,
and when it finishes computing iteration
1, the results are sent to Thread B.
Thread B then starts its process on iter-
ation 1. At the same time, Thread A
starts a new computation—iteration 2.
This process continues until all iterations
are completed. The serial portion of this
code occurs in Thread A, iteration 1, and
in Thread B, on the last iteration. In the
above example, the assembling and
staining must occur after the wood has
been processed, but the workers stain-

ing and assembling can be working as
the wood for the next table is being
processed.

In the table-making example, the
employees are equivalent to the differ-
ent threads that can execute on a
machine; the tasks these employees per-
form are equivalent to the code that’s
executed by the thread. Adding threads
to the system can speed up an applica-
tion, but it won’t cut the total time by the
number of threads. 

Furthermore, if the number
of processors on the machine is
less than the number of threads,
threads will have to share that
processor and the execution time
will increase.

Many common computer
science tasks can benefit from
parallelization. 

Finally, you can have multi-lev-
el parallelism. For example, a cus-
tomer database could have a
thread that’s simply reading the
customer data, several threads
that are currently sorting the data
after it’s been read and another
thread that produces the reports
from the final sorted data. There

could be other threads accepting customer
input and processing those orders and
another thread that simply updates an
inventory database. In this case, all ver-
sions of the parallelism are incorporated
into the system. Threading models of an
application can become quite complex. 

FIG. 1: MORE THREADS, MORE IDLENESS

FIG. 2: TWO THREADS, NO WAITING

[Adding threads can speed 

up an application, but it 

won't cut the total time by 

the number of threads.]



HOW MUCH FASTER CAN
THREADING MAKE AN
APPLICATION?
Unfortunately, not all portions of an appli-
cation can be threaded. The portions
that can be threaded must represent a
significant part of the application’s exe-
cution time in order to improve the per-
formance of the system. 

If the execution paths are drawn, a
threaded application might look some-
thing like the illustration in Figure 5 (page
27). Notice that part of the application
path remains serialized and runs on only
one thread. Other parts of the applica-
tion can be threaded, but these areas
should be threaded only if they’re hot
spots or if they take up a majority of the
execution time. Remember, even having
an infinite number of processors won’t
decrease the execution time of the seri-
al portions of an application. It’s the seri-
al portion of the application that ulti-
mately limits the performance improve-
ments. The execution path shown in
Figure 5 is simple; in many applications,
some of the threads spawned to per-
form a task spawn other threads. An
execution path picture of a complex
application can be daunting.

Other criteria that should be con-
sidered when threading an application:

• If an application is I/O-bound,
threading the code might not
make the application faster since

a shared disk itself is serialized.
Yet moving the I/O to its own
thread while other processing
occurs in alternate threads can
increase performance. Further-
more, if the data is spread across
multiple disks, it may then be
advantageous to use multiple I/O
threads as long as each thread is
working off an individual disk.

• If an application is memory-bound,
threading the code will probably
only speed up the threaded parts
by about 50 percent. The memo-

ry cache can throttle down the
performance if the cache is con-
stantly being updated.

• CPU-intensive applications are the
best candidates for threading.

IF THREADS ARE SO GOOD,
WHY AREN’T MORE APPS
THREADED? (THE BAD)

Many of today’s applications are still
not threaded. Why? Because writing
threaded code is difficult, and it makes
development and debug cycles longer.

When writing code that will take
advantage of parallelization, you should
consider several things:

• Which areas of the application
should be threaded 

• How best to thread those sections

• Serialization of shared resources
• Threaded applications are harder

to debug

WHAT TO THREAD 
The first thing a developer needs to
determine is what (if any) part(s) of the
application should be threaded. The best
way to accomplish this is to run the appli-
cation under a code profiler to determine
any hotspots in the system. Once the
hotspots are identified, ask these ques-
tions about your application:

1. Does the application allow for

multiple concurrent users? If so,
the execution of each user’s code
path could be in a unique thread,
but you may need to limit the
number of users (See The Ugly.) 

2. Are there certain steps in the
application that must be per-
formed in order? If so, each
thread could be a step, but
remember from the table-build-
ing example that the longest step
(turning the legs) will determine
the overall execution time for the
application. For instance, an
application could:

a. Read data
b. Do computation on each ele-

ment read
c. Print a report

If so, you could create one thread
that reads the data and stores it in a
buffer, while a second thread looks at
the data and starts processing. Once
those threads have completed, a third
thread can print a report.

3. Does your application process
large amounts of data and can
portions of that data be
processed independently? If so,
create multiple threads to
process portions of the data. An
example of this would be sorting
portions of data in multiple
threads and then merging the
data after each thread has fin-
ished.

4. Is there a GUI associated with
the application? If so, you may
consider placing the code that
handles the user input in a sep-
arate thread. This allows the user
to enter data in one thread, while
the application is processing the
data in another and possibly
updating the display in another.
This type of threading model can
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be beneficial even on a single-
processor machine since it
makes the user feel like the sys-
tem is performing multiple
tasks simultaneously.

5. Are there multiple disjoint
tasks that can run inde-
pendently of each other?
If so, these tasks can be
run concurrently.

Looking at the code in the
application may also help in the
process of determining what to
parallelize. 

A coding example of task
parallelism:

< start up code >
Call AnalyzeA ( handle, A );
Call AnalyzeB ( handle, B );
Call AnalyzeC ( handle, C );
< termination code >

Since AnalyzeA, AnalyzeB and
AnalyzeC are independent, these three
actions could be performed in parallel.

A coding example of data paral-
lelism:

for ( i = 1; i < n ; i++ )
Process_data( array[ i ] );

Since Process_data is working on

different areas of the array, each itera-
tion of the loop could be executed in a
separate thread.

A coding example of pipeline paral-
lelism:

for( i = 1; i< n; i++ )
{
Get_next_chunk( data, i );
Output = Analyze( data );
Update_Database( Output );

}

The data must first be obtained,
then analyzed, then updated. One thread

could simply get each data block. The
next thread analyzes that data block, and
the output from the analysis is updated
in the database.

Complex applications can include a
combination of multiple techniques; there-
fore, do not limit the types of parallelism
you look for as you search your code.
The thread diagram (Figure 5) for multi-
level parallelized systems can become
complex, but if the application is pro-
grammed correctly, it can provide the
users with fast, efficient functionality.

After determining areas in the code
that are candidates for parallelization,
look at the amount of code to be exe-
cuted and compute how much time the
application is likely to spend in that sec-
tion. Does that amount of time greatly
exceed the amount of time it takes to
create and destroy a thread along with
the time needed to communicate
between threads? Creating and destroy-
ing a thread can be expensive (in CPU
cycles) and overwhelm any parallel sav-
ings. If the amount of time spent in the
code to be threaded is minimal, thread-
ing that section of code could actually
slow the application down. Picking the
portions of the code where threading
improves performance is essential.

Once you’ve determined that it
would be beneficial to thread a section
of code, the developer needs to deter-

mine the optimum number of
threads to create. This in itself
can be complicated. How many
other threads are running in the
application? Should the develop-
er create more threads than the
number of processors? Too many
threads can lead to thread thrash-
ing (excessive context-switching).
Adding threads in this instance
will only slow the system down.
The number of threads that can
run at any one time is limited by
the number of processors.
Furthermore, memory and I/O
caches can be destroyed, possi-
bly causing unnecessary delays
when the thread once again gets

a chance to execute. An application
should have more threads than proces-
sors only if some of the threads don’t
execute often and are normally in a wait
state. A developer should also realize
that the application may be sharing the
machine with other applications, so the
application may not want to use all CPUs
or other resources.

The number of threads in an appli-

26 • Software Test & Performance OCTOBER 2009

TABLE 1: PARALLELISM THREADING EXAMPLES

Many common computer science tasks can benefit from parallelization. 

Example 1 (Data):
An application that must perform a sort on a large amount of data could invoke threads,
each sorting a portion of the data. Then the sorted lists can be merged to produce the
final sorted list.

Example 2 (Data):
Adding two matrices is faster with two or more threads. One thread could be adding
the top portion of the matrices, while the other thread is adding the lower portions of
the matrices.

Example 3 (Data):
Using threads to help render graphics can be advantageous. When working with images,
each thread can take a portion of the image. When working with ray tracing, each thread
can work on computing the ray tracing for a portion of the picture.

Example 4 (Task):
An application that has its data already in memory could be performing a record by
record print in one thread while performing computations on the data in a separate
thread.

Example 5 (Pipeline):
One thread could be accepting the input for a customer’s order. Another thread could
process the order. The order can’t be processed until the customer’s order has been
entered.

[Creating and destroying a

thread can be expensive (in 

CPU cycles) and overwhelm 

any parallel savings.]



cation should be flexible. It’s best in many
circumstances if the number of threads
is decided at run time. If an application
creates a fixed number of threads and
the data being processed is small, the
overhead of the thread creation, dele-
tion and communication can nullify any
benefits sought after from threading. If
the application is written to determine
the number of threads based on the data,
the application can use the threads to
gain performance and not affect overall
performance if the data load is light. In
light data load instances, it might be best
for the application to not create any
threads and to perform all work in a sin-
gle thread.

After determining what to thread
and how many threads should be cre-
ated for optimum performance, the
developer needs to determine how the
threads will communicate. Will threads
communicate between worker threads,
or will communication be handled by a
manager thread, which then talks with
the worker threads? Determining the
best way to thread depends on
what is being threaded and the
threading model used.

SERIALIZATION
Since threads run asynchro-
nously, no two runs of the appli-
cation can guarantee that the
two threads will be executed in
the same order. Threaded code
must therefore serialize any
access to changeable shared
resources in order to maintain
the consistency of the shared
data. If two or more threads are
accessing updatable shared
data, program crashes or incor-
rect results can occur. A data
race or race condition occurs
when multiple threads access a
shared resource and the value of the
shared resource is dependent on the
execution order of the two threads.  

Allocated memory, stack variables
and global variables are the most com-
mon examples of a shared resource, but
a developer must also consider files or

other I/O devices as possible shared
resources. 

A crash can occur if two threads are
executing at the same time and one
thread is in the middle of removing an
item from a linked list while another
thread is searching that list.

In the following sample code, Thread
A is removing item from a linked list while
the variable item had the value to be
deleted:

Temp_item = item->prev; 
Item->next->prev = Temp_item; 
Temp_item->next = item->next; 
Free( item );

Thread B is searching through the linked
list:

For( t2i = list_head; t2i; t2i= t2i>next
)

Total += t2i>count;

1. Thread B is executing, and t2i is set
to an address (let’s say 0x12345678).

2. Thread B is put into a wait state by
the operating system.

3. Thread A starts executing and item
happens to have the value
0x12345678.

4. If Thread A is able to complete its exe-
cution before Thread B is allowed to
continue its execution, when Thread
B continues executing, the value in t2i

would’ve been deleted. The applica-
tion more than likely would crash.

Another reason access to shared
memory needs to be serialized is to
avoid a data race condition, during which
results are unpredictable.

If both Thread A and Thread B are
sharing the variable cnt, and each thread
at some time needs to increment cnt, a
race condition could occur if the incre-
ment was not properly serialized.

To increment a value:
1. The contents of cnt are loaded

into a register.
2. The register is incremented.
3. The contents of the register are

stored back in cnt.
The result of cnt after both Thread

1 and Thread 2 could be different
depending on the order of execution.

In both cases, let’s assume cnt is 0
before the process starts:

The value of cnt would be 2 when
Case 1 (page 28) finished but would be
1 in Case 2 because the entire process
of incrementing the value was not seri-
alized. An application should not produce
results that are unpredictable. To avoid
these scenarios, a developer should try
to minimize the shared data between
threads. If that’s not possible, all shared
accesses must be serialized, which is by
no means an easy task. Every line of
code that’s executed by any thread must
be checked to determine which shared

resources can be written to.
This is especially complicated
with code-heavy threads. It can
be further complicated if the
code calls subroutines or func-
tions that are not written by the
developer but use common
shared resources. Such sce-
narios could include: 

• An operating system call,
which is not necessarily
“thread-safe.”

• Another developer’s code
elsewhere in the compa-
ny. Does that developer
know that his code is
being called by multiple
threads?

• Third-party software. Is it
thread-safe?

If the code called by a threaded
application is not thread-safe, no matter
how well-developed the developer’s own
threads are, the application will still not
perform correctly. It’s essential for the
developer to ensure that all executed
code is thread-safe.

FIG. 6: SERIAL/PARALLEL SPLIT
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So, what does thread-safe mean?
To make code thread-safe, the devel-
oper must serialize access to shared
resources. Before a developer starts
looking at how to serialize non-thread-
safe code, he should look to see if an
alternative local to the thread is avail-
able. Could a copy of the data be given
to each thread, with the changes later
updated in the master copy of the data?
If so, this might be considered. If not,
the developer needs to determine how
to serialize the code that accesses the
shared data.

The mechanism to perform the syn-
chronization can be any one of the fol-
lowing:

1. Atomics
2. Regular locks
3. Read/write (RW) locks
4. Spin locks
An atomic operation is completed

entirely before another operation is
allowed to commence. A devel-
oper could replace the increment
in the earlier example with an
atomic increment to avoid the
problem. In the atomic increment,
the process of the increment and
storing the value into memory can-
not be interrupted.

A regular lock (mutex or sem-
aphore) can be used to control
access to a critical section. A crit-
ical section is a section of code
that accesses a shared resource
that mustn’t be accessed by any
other thread while the critical sec-
tion is being executed. A lock can
be used to bracket the critical sec-
tion as follows:

• Obtain lock.
• Critical-section code uses a

shared resource.
•Release lock.
Every place in the code where the

shared resource is being used must be
bracketed by a lock get/release. Such
a lock prevents another thread from exe-

cuting a piece of code that’s similarly
locked until the first thread releases the
lock. The thread trying to obtain the lock
will be put into a wait state until the
thread holding the lock releases it.

Therefore, the critical sections sur-
rounding the shared resource will be
guaranteed to execute serially and with-
out interruption. 

A read/write lock is similar to a reg-
ular lock, but the lock can be obtained

either in read or write mode. Each of mul-
tiple threads can obtain a read lock with-
out any of the threads being put into a
wait state. It’s only when a thread tries
to obtain a write lock that a thread or
threads will be put into a wait state.

A read/write lock might be useful
for an in-memory database. If the major-

ity of the access to the database is to
read the data, then the data values are
not changing, and all threads can grab
data without having to be serialized. But
when the data needs to be updated, that
write operation (thread) must request
a write lock and will be put into a wait
state until all currently held read locks
are released. The write lock will then be
obtained and held during the update, dur-
ing which time all threads requesting a
read or write lock using the same lock
will be put into a wait state. Once the
update has completed, the lock is
released and any waiting threads will be
allowed to proceed. A read/write lock is
most efficient if the number of reads far
exceeds the number of writes.

Finally, a developer could use a spin
lock, in which a thread waits in a loop
until the resource becomes available. If
the amount of time to wait for the
resource is typically short, spin locks are
cheaper because the thread doesn’t

have to go into a wait state and
possibly be removed from a
processor or incur the overhead
of executing a context switch.
But if the length of wait time is
great or not known, a spin lock
should not be used. A spin lock
doesn't release the processor for
other threads to use, but instead
keeps the processor at 100 per-
cent utilization. Translation: most
of the time the processor is busy
doing nothing.

When deciding how much
code should be locked, there are
two important things to consid-
er. First, if the critical section of
code is too large, other threads

currently trying to access the lock will
be put into a wait state and become idle. 

Suddenly the threaded portion of
your code becomes serialized. Also, the
application may not be a candidate for
threading since there is little natural con-
currency when large critical sections are
present. On the other hand, if the locks
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CASE 1

Thread A

Register = 0

Register = 1 ( +1 )

Cnt = 1

Thread B

Register = 1

Register = 2 (+1)

Cnt = 2

CASE 2

Thread 1

Register = 0

Register = 1 (+1)

Cnt = 1

Thread 2

Register = 0

Register = 1 (+1)

Cnt = 1

[A read/write lock is 

most efficient if the number 

of reads far exceeds 

the number of writes.]



are obtained too often, the overhead
of obtaining and releasing the locks will
nullify the benefit of threading. 

As a developer is
analyzing code, it’s a good
practice to move coding
statements that require
bracketing by a lock close
to other statements also
requiring the same lock to
reduce the number of lock
accesses. 

For instance, let’s
say code in an application
is represented as the
blocks in Figure 6, where
the green represents
code that can always run
in parallel and red repre-
sents code that must be serialized. If the
developer puts a lock, obtain and release
around each red block, the locking over-
head could be detrimental to perform-
ance. Instead, if the developer places
some of the code that must be serial-
ized with other code that must be seri-
alized, then the reduction in the number
of lock instances will increase perform-
ance.

TESTING THREADED CODE
Once the threaded application has been
written, testing it brings in another set
of problems. It’s particularly important
to check performance on several differ-
ent classes of machines. What happens
when the application is run on a single-
processor machine? A dual-processor
or multi-core machine under a different
operating system? Is the performance
acceptable on all classes of machines
and under all operating systems? 

And since multi-threaded code paths
are non-deterministic and can therefore
produce inconsistent results and exe-
cution times, the tester also needs to
execute the application multiple times
on multiple machines with the same data.
Also, errors and performance problems
may not be noticed until the system is
load-tested and deployed at a customer
site. 

DEBUGGING THREADED CODE
If a problem is detected and the code
must be debugged, other problems
occur. Because the developer can’t guar-
antee that the code will be executed in
the same sequence, the developer may
not be able to recreate the problem. This
is especially true when trying to debug
areas of the code that were not serial-

ized properly. 
A threaded application should be

written so that it can be executed seri-

ally if need be, and with a single thread.
If the tester or developer determines that
there’s a problem with the application’s
results, the first thing that should be done

is to run the single threaded version of
the application and see if it produces cor-
rect results. If it doesn’t, this single

threaded application will
be much easier to debug
than the multi-threaded
version.

If the errors occur
only on the multi-thread-
ed version, the develop-
er will need to use a
debugger that handles
multiple threads so that
the state of each thread
can be examined.
Unfortunately, the
debugger itself often per-
turbs the system enough
to prevent the errors

from being reproduced while using the
debugger. Almost every form of debug-
ging—from instrumenting the code to
putting in printf statements—can perturb
the system enough to prevent errors
from being reproduced.

Test organizations are also advised
to consider the use of third-party thread-
ing tools such as Intel’s Thread Checker
for threading issues or a code profiler
such as IBM-Rational Quantify, Intel’s
Vtune or Intel’s Thread Profiler to deter-
mine performance problems. Finally, the
developer needs patience since the fail-
ures and performance problems may be
hard to reproduce and may be even hard-
er to fix. !
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[A threaded application should 

be written so that it can

be executed serially if need be, 

and with a single thread.]
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Originally conceived and implemented by Motorola for manufac-
turing, the Six Sigma approach makes use of some problem-solv-
ing tools that are as valid for software testing and performance as
they are for hardware design and production.

The use of complex statistics is not a requirement for Six Sigma
projects and never has been. The concepts of improvement and
control are most significant and, indeed, represent a hallmark of the
Six Sigma approach (see Table 1).

Another hallmark of the Six Sigma approach is pragmatic proj-
ect selection, which is related to the effect of the project on the
bottom line. This line of attack is particularly important when deal-
ing with software, since a software failure will exist in every copy
of a given release and is sometimes also buried in past releases.
Hence, the existence of a significant software issue, particularly in
safety-related embedded software, will sometimes force an indus-
trial recall. This situation can be exacerbated by variations in cus-
tomer or field configurations, which often escape detection until the
number of customers with the wayward software is quite large.

This is the first in a series of articles in which we’ll show how
powerful a simple problem-solving approach can be and demon-
strate Six Sigma’s relevance to software testing and performance.
This article explains the “define” step in great detail.

CUSTOMER
In general, we develop software for customers and not for our-
selves. A customer might be someone from another department
within your company or someone purchasing software at the
retail level. Although we do develop software for our own use,
the impact severity is typically less and defect containment is
comparatively easy.

When a software problem presents itself, often the best
immediate response is to listen to the voice of the customer.
This includes asking questions to identify what the problem
is and is not. What, from the customer’s perspective, are the
Critical to Quality (CTQ) attributes that are failing? The prob-
lem might not always be an obvious software issue. In essence,
we begin a diagnosis of the problem by listing all the known
factors of the problem as reported by the customer (or patient)

Tracking Quality Variations
With Six Sigma Methods

By Jon Quigley and Kim Pries

By most definitions, Six Sigma is a collection of
techniques for reducing quality variation in a prod-
uct with a strong emphasis on statistical methods
of analysis and some optimization techniques.

Jon Quigley is the manager of the verification and test group at Volvo. Kim Pries
is director of product integrity and reliability for Stoneridge, which designs and
manufactures electronic automotive components.
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in order of statistical probability (if
known). This systematic approach is of
benefit because it allows us to do the
following:

• Unambiguously comprehend the sit-
uation

• Develop a rational forecast of prob-
able behavior

• Immediately eliminate any regulato-
ry violations (safety issues) with
emergency action

• Plan for an intervention
• Develop a work-around until a good

reparation time arises
• Determine future actions based on

fact and not “gut” or “hope”
Sometimes a major issue will be the

nebulous nature of customer reporting and
logistics (getting data from a customer’s
customer, for example). Regardless, we
should solicit whatever customer data we
can, since the customers are the ones expe-
riencing the symptoms and are therefore
the best input source.

ADMINISTRATION
Our Six Sigma Define approach has sev-
eral components that we’ll describe. None
of the documents need be a burden. But
they represent a systematic approach to
planning and capturing an issue as it evolves
between customer and supplier.

TEAM CHARTER
As with any project, the scope of the work
has to be clear to achieve an objective. We
accomplish this goal with a team charter.
The team charter is a concise document
used to summarize information for the solu-
tion team in the case where our problem is
significant enough to require a team to dig
for an answer. This information includes the
definition of measurable success criteria,
including time (number of hours) or desired
closure date.

Identification of the appropriate team
skills needed to define the problem is essen-
tial to solving the problem. The team char-
ter will provide the names and roles of the
team members, which can also include cus-
tomer and supplier members. For example,
a supplier could be a compiler or operat-
ing system manufacturer; a customer could
be a downstream commercial buyer.
Sometimes we’re selling more of a com-
modity version of software, in which case
our customer may simply be an aggregate
of unhappy end users. We use human
resources to get things done. Experience
suggests that people who execute and deliv-
er are frequently “tapped” for this sort of
teamwork, thereby increasing their work-

load. Given the propensity for overdemand
of key talent, it’s worth mentioning as a warn-
ing. The team leader will need to be aware
of workload problems as he selects his team
for problem resolution (assuming a full team
is necessary).

The team charter should also provide
a general summary of the situation as it’s
known at the time we write the charter,
which is most often the start of the prob-
lem-solving project. More detail will follow
about how to describe or define the situa-
tion. In order to solve our problem, we’ll also

need resources: information, money, indi-
viduals, a place to work and perhaps some
equipment and special skills.

Our charter also will include simple
guidelines for team behavior and for meet-
ings. Meeting information should include a
list of required and optional attendees, loca-
tion, time and technology needs (to com-
municate with remote team members, for
example). Additionally, there should be an
agenda and a recording of minutes. We can

include a contact list in the charter that will
show e-mail and phone numbers for team
members.

A preliminary plan is useful, but it 
doesn’t have to be elaborate. The goal is
to solve the problem, not write a burden-
some document. Some charters may
include operational definitions to ensure that
the team is in sync with regard to the mean-
ing of critical terms.

The charter might also include a
description of probable measurement
needs, a time line and a brief assessment

of financial needs (although these may have
been picked up in the resources section of
the charter). Some more ambitious char-
ters may spell out a goal, but in problem sit-
uations the goal may be so obvious as to
need no further clarification. If we do cre-
ate a goal, we’ll spell out what is to be
accomplished, define a measurable objec-
tive and indicate some kind of deadline.

Also contained in the charter might be
the communications needs for the activity.

TABLE 2: FAILURE MODES TO CAUSES

Failure mode

Output  

Observable behavior 

Response 

By-product of cause 

Does not meet a requirement

Cause

Input

Stimulus may not be readily observable

Mechanism for a failure mode

Antecedent of the failure mode

May not meet a requirement

TABLE 1: FIVE EASY PIECES

The most common approach includes these steps:

• Define
• Spell out the problem and the scope of the work
• Indicate customer impact

• Measure
• Gather data about the problem or situation
• Ensure the measurement system records meaningful results

• Analyze
• Take the data and recast it as information
• Use statistical tools when appropriate

• Improve
• Optimize or, at worst, improve
• Frequently use an implementation and deployment of “best practices”

• Control
• Establish procedures that provide for monitoring after improvement
• Use a feedback system to truly control the improvement
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This can also be handled within
a separate project communica-
tions plan if the activity has a
large distribution. Connecting
communications needs to the
responsibility assignments aids
in team mapping. Distributed
teams across geographies or
organizations make this com-
munications need even greater.

Of course, we expect that
this level of documentation
would be used for dealing with
serious problems or large-scale
customer issues. Routine prob-
lem-solving will not need a Six
Sigma approach. Some people
may deem such a documenta-
tion requirement heavy-handed,
but our experience with the U.S.
Department of Defense and software devel-
opment for commercial vehicle products
suggests that more documentation is bet-
ter. Just be sure to keep it relevant to scope,
team communication, customer commu-
nication, resource allocation and basic prob-
lem-solving.

THE PROBLEM STATEMENT
The problem statement itself, often part
of the charter, should describe current
behaviors of the software, as well as the
impact on the customer. This impact should
include dollars at stake due to software non-
conformance. Situations of lesser signifi-
cance, such as annoyances, may not require
a team effort or a charter to solve. But more
significant problems should be accompa-
nied by some kind of record for future use
and to capture lessons learned.

It’s also critical that we define the prob-
lem scope. A good place to start might be
with Rudyard Kipling’s poem “I Keep Six
Honest Serving Men,  (they taught me all
I knew). Their names are What
and Why and When, and How
and Where and Who.” We might
also ask “how much” to deter-
mine how widespread the prob-
lem may be.

We can break the problem
down by location if we’re ana-
lyzing product (embedded) soft-
ware. An example would be:

• System
o Subsystem
o Assembly

+ Subassembly
+ Component

# Piece part
We can also build tax-

onomies based on classes and

objects, data structure types and functions.
We use any or all of these hierarchical for-
mats to help us isolate where the problem
resides. In essence, we’re showing where
the problem is and, at the same time, dis-
covering where it does not occur. By so
doing, we can use the process of elimina-
tion to remove components and subsys-
tems that are not relevant to the issue at
hand.

Our next step is to assess the failure
modes. We can organize the failure modes
in the following structure:

1. Complete failure: Software doesn’t
initialize, for example.

2. Partial failure: Software initializes
but resets.

3. Aperiodic failure: Software occa-
sionally or intermittently fails for no
apparent reason and antecedent
causes are difficult to determine.

4. Periodic failure: Software resets reg-
ularly.

5. Failure over time: Software be-

comes corrupt over some quan-
tum of time.

6. Too much failure: Un-
specified features cause
problems.

7. Too little failure: Soft-
ware does not apply
some of the required
capabilities.

We’ll refer to all of these fail-
ure modes when we make use
of one of the defect taxonomies
described later in this article. We
also need to understand that fail-
ure modes are not the equivalent
of causes.

Table 2 shows a compari-
son between failure modes and
causes.

TOOLS
The Six Sigma approach provides some
easy-to-use tools that are helpful during
the Define phase of the corrective action.
One of these tools is the supplier-input-
process-output-customer (SIPOC) diagram
(see Figure 1). A simpler but also useful
version of the SIPOC diagram is the input-
process-output diagram, or IPO. The arrows
on the left represent factors that enter a
process; the arrows on the right represent
responses that exit a process. Multiple
IPOs can be strung together analogously
with a flowchart, with some outputs becom-
ing inputs to other processes. Note that
although we can model software with these
diagrams, IPOs are mostly used to model
processes. This process perspective can
be helpful if the problem originates from a
specific development process (or lack
thereof). In the case of software perform-
ance, we would take a look at the inputs
that stimulate a function and observe the
reaction of the responses to systematic

modifications of the factors.
Although these models appear
simple, developing them takes
substantial thought in order to
eliminate redundant or mean-
ingless inputs and outputs.

Rayleigh plots allow us to
use statistical analysis to deter-
mine if we are ready for release.
These plots can also be applied
after release to model issues
discovered in the field. In
essence, they’re Weibull plots
with a shape factor of two,
which provides for the distinc-
tive “front-loaded” appearance
of the plot (see Figure 2).
Rayleigh plots can also be used

FIG. 1: THE SIPOC EPOCH

FIG. 2: WEIBULL IS NO BULL



to model level of effort for workload analy-
ses. We should remember that any
Weibull plot is, by definition, also a three-
parameter extreme value type III plot.

A time series or run chart can be use-
ful to see if problems—especially intermit-
tent problems—arise after a particular time.
This situation may be indicative of the effect
of a new noise condition or may indicate a
deficient release of the software. It’s also
possible to perform Weibull analysis on this
kind of situation to determine the probabili-
ty of more issues, assuming they are relat-
ed to time in the field (post-release duration).

When we enter into the measurement
and analysis phases, Six Sigma practition-
ers frequently use a graphical device called
an Ishikawa diagram (also known as a fish-
bone diagram or a cause-and-effect dia-
gram). Sometimes, the Ishikawa diagram
makes sense during the “Define” phase,
when we need some systematic qualitative
analyses regarding the problem.

PROBLEM IDENTIFICATION
When discovering software issues, we can
classify them more systematically by using
an existing taxonomy for software defects.
Taxonomy is nearly always a tree structure
that represents a cognitive hierarchy, the
most famous of which is probably the
Linnaean taxonomy of living things (king-
dom, phylum, class, order, family, genus,
species). Two sources of pre-existing tax-
onomies are the IEEE standard and the one
defined by Boris Beizer in “Software Testing
Techniques,” (International Thomson
Computer Press, 1990).

The IEEE approach is documented in
IEEE Std 1044-1993, IEEE Standard
Classification for Software Anomalies Std
1004-1993 and a guide called IEEE Guide
to Classification for Software Anomalies
Std 1044.1-1995. The IEEE approach is
composed of multiple tables that represent
a more relational approach to anomaly clas-
sification rather than a true taxonomy.
Additionally, the standard proposes a
process composed of:

• Recognition
• Investigation
• Action
• Disposition

Each of those consists of these tasks:
• Recording
• Classifying
• Indentifying impact
Although the IEEE approach is less of

a tree and more of a tabular design, it rep-
resents a systematic, rational approach to
knowledge management of software
defects. (For another approach, see

“Beizer’s Bugs.”)
When the “Define” phase is complete,

and if we’ve done our work well, we should
be ready for the “Measure” phase of the
problem-solving algorithm and will know
what needs to be measured. The Measure
phase will be covered in the next installment
of this series. Sometimes we learn so much
from the data-gathering during the Measure
phase that we must revisit Define, refine
the problem statement and secure spe-
cialized resources.

We should also understand the
impact of the software anomaly both on
our own development/testing teams and
on those of the customer. In many cas-

es, it will be possible to put a monetary
value on the crisis. If we’re repairing a
specific software failure, the monetary
approach will be easy. If we’re mutating
the software development process itself,
we’ll be faced with the issue that afflicts
many process improvement efforts—the
inability to assess the cost of a subopti-
mal process.

We should also have a schedule for
fixes, whether for software itself or for
the development process. And we
should produce a preliminary schedule
for testing of the change to ensure time-
ly provision of resources. But that’s a
process for another day. !

BEIZER’S BUGS

Boris Beizer presents his solution in the second edition of “Software Testing
Techniques” (International Thomson Computer Press, 1990) and describes the expect-
ed taxonomic hierarchy in an appendix. He also provides a broad overview of statis-
tics related to defect classification.

Beizer created his own classification system because he felt the IEEE approach was
incomplete. The taxonomy provides a numerical hierarchy for “bugs” and a descrip-
tion of each of the many line items. Beizer’s top-level categories include:
This outline provides a quick flavor of Beizer’s taxonomy. While some people have
questioned Beizer’s relevance to modern software testing approaches, his taxonomy
represents a convenient format for setting up the “Measure” phase of the Six Sigma
project (covered in the next installment of this series).

This taxonomy is not just a rhetorical or theoretical exercise. It’s possible to use this
list to understand the origin of the software problems. A software organization can
use this list to categorize the problems found in the field from a historical perspec-
tive, then use it to extrapolate future conditions. The figure shows a distribution of
faults along this taxonomy from data in Beizer’s study. If an organization’s distribu-
tion of the problems is known, it’s possible to use this information in evaluating the
reported problems. More important, the list and historical information will provide
clues to any underlying systemic issues in the software or embedded development
process that may need to be addressed. 

1. Functional requirements
1. Logic
2. Completeness
3. Presentation, documentation
4. Changes

2. Functionality as implemented
1. Correctness
2. Completenes
3. Domain bugs

3. Structural bugs
1. Control flow and sequencing
2. Processing

4. Data
1. Definition, structure, declaration
2. Access and handling

5. Implementation
1. Coding and typographical
2. Standards violation

3. Documentation
6. Integration

1. Internal interfaces
2. External interfaces and timing

7. System, software architecture
1. Operating system call, use bug
2. Software architecture
3. Recovery and accountability
4. Performance
5. Incorrect diagnostic exception
6. Partitions, overlays
7. Sysgen/environment

8. Test definition of execution
1. Test design bugs
2. Test execution bug
3. Test documentation
4. Test case completeness
5. Other test design/execution bugs
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THE NON-PROFIT WEB SERVICES
Interoperability Organization (ws-i.org) is
one of the leading forces driving efforts to
establish best practices for Web services
interoperability across multiple platforms,
operating systems and programming lan-
guages. Chris Ferris, an
IBM distinguished engi-
neer and CTO of Industry
Standards in the Software
Group Standards Strat-
egy organization, currently
represents IBM on the
WS-I Basic Profile Work-
ing Group and is its former
chairman. 

“In today's ultra-com-
petitive market for Web
services offerings, it is
often difficult to tell where
the standards support leaves off and
where the proprietary features kick in.
Additionally, a vendor’s tooling often does
not draw a clear separation,” he says.
What to do? When interoperability is of
paramount importance, Ferris, not surpris-
ingly, recommends leveraging WS-I pro-
vided tools to help find that line “between
the standard and the proprietary and
make an informed decision as to whether
or not to exploit the proprietary based on
your project's requirements.” 

But it’s not just about the tools. It’s
about deadlines, budgets, package cus-
tomization and too few in-house testers to
get it all done accurately, thoroughly and
on time.  

That brings us to Darren Smith, appli-
cation manager for eCommerce and
Customer Facing Technologies at
Ferguson (ferguson.com), the largest
plumbing wholesaler in North America.
Though the corporation’s IT department
exceeds 200, many aspects of Web app
development, from the artistic design of

Web pages to testing underlying logic is
handled increasingly through crowdsourc-
ing, specifically TopCoder (TopCoder
.com).  

“Some of our favorite designers of
Flash apps are in Indonesia. We have no

idea who they are, we
know only their “handle”
and they sign a non-disclo-
sure agreement,” says
Smith. Ferguson puts a
design out to competition,
gets back 30 to 40, picks
the top three, and eventu-
ally chooses one. “I can’t
get that kind of variety in-
house.” The one staff
designer – “awesome,”
says Smith, tweaks win-
ning designs to assure a

complete fit into the existing infrastruc-
ture. A key app has to be easily under-
stood and navigable by
non-techie plumbing con-
tractors, “the guys who
make a living from their
white panel truck,” and
who keys in at night to
replenish the parts they
used on jobs the previ-
ous day. Orders are filled
at a local Ferguson sup-
ply house overnight,
ready for pickup as the
contractor heads out for
the next day’s jobs. 

Similarly, QA testing
has become a lot like a
track meet, with quick
sprints and leaps over
hurdles (“bug races”)
leading to quick turnaround and prize
money. With one QA tester on his staff,
delivery timelines lagged. By introducing
bug hunts, those lags became “turn and
burn” sprints. “After regression testing
and identifying bugs, we use the bug
races to get them fixed in a 24-hour turn-
around,” says Smith.  

Cultural change never is easy, and
the switch to crowdsourcing is no differ-

ent. At Ferguson, the entire lifecycle of
Web app projects, from idea to rollout,
often had to be completed in little more
than a month. Smith says the transition
“took 18 months for our people to buy
into it.” And the company is still tweaking
its processes. 

“At first, there is a lot of resistance in
having others find bugs, but you have to
come to see this as ‘I’m not losing control,
I’m getting help,’ ” says Smith. 

Even after getting projects back from
TopCoder following bug races and com-
petitions, systems still aren’t quite ready
for deployment. The remaining issues
tend to be environmental, often a neces-
sary byproduct of security concerns.
“There may still be a process in that we
have to take the code and fit it into our
environment.” In its first few experiments
with TopCoder crowdsourcing and test-
ing, Ferguson’s IT testers had an expecta-

tion that the debugged
code could be slid into
production, a perfect
environmental fit. The
reality, Smith discovered,
is that this is unrealistic. 

Typically, this transi-
tion takes up to two
weeks. “When it comes
to Web aervices, we cre-
ate stubs and the bug
race competitors test
against those. What they
don’t test against is actu-
al data.” Due to data
types that might be differ-
ent from those supplied
to the crowdsourcer, the
service may fail. “These

are things you find only when you work
with actual live data.” 

With crowdsourcing, Ferguson,
already running lean, did not have to
downsize its IT staff. “The power of the
crowdsource helps us maintain capacity.”
And in the end, it boils down to those self-
employed plumbers and their rolling inven-
tory. “The difference,” Smith says, “is
happy customers.” !
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Crowds Help Keep IT Lean
!
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“With crowdsource

[testing], Ferguson

did not have to

down-size IT. ”
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